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Abstract

Poverty prediction presents a promising application for machine learning due to
the need for fast and efficient analysis of a region’s wealth level. More specifically,
computer vision and deep learning provide an efficient way to determine poverty
based on satellite images as an alternative to costly and inefficient on the ground
surveys. Traditional state-of-the-art models rely on nightlight images of a region
to regress on the problem. In this paper, we extend work already done in this area
by modelling daytime images to learn representations of nighttime images and
then building classifiers off those representations. Our generative models show
promising results not only in the specific task of predicting poverty from daytime
images, but also more generally in applying generative modelling to problems that
are traditionally solved discriminatively.

1 Introduction

In this project, we propose a novel method for the task of poverty prediction, through the use of
satellite imagery. Given the stated UN development goal of the elimination of extreme poverty,
such works make valuable contributions to this problem. Estimating the level of need for desperate
regions of the globe and distributing resources accordingly requires the ability to assess extreme
poverty and other lifestyle metrics without the use of costly on-the-ground surveys. Although this
is conventionally done with night time imagery of a region, in particular, we want to predict area
poverty from solely day time satellite imagery because while night time imagery can be acquired, it is
more difficult to acquire high quality night time imagery and thus might make a model that depends
on night time images less portable. Such a task is difficult because it requires:

• Capturing geographic location: As poverty is dependent not only on global factors (such as
country or continent), but also local factors (such as proximity to natural resources), capturing
geographic location information at various scales is crucial for this task.

• Capturing information from nighttime imagery: Wealther regions have more resources and
infrastructure for night time lighting and so the task of povery prediction is more tractable with a
nighttime image input. However, when given just a daytime image, we will need to learn how to
capture the same latent information found in nighttime images.

• Integrating features to predict poverty: Finally, all this information must be generated, pro-
cessed, and integrated into a single model framework in order to accomplish the end goal of poverty
prediction from satellite images.

In this work, we propose a generative approach to satellite based poverty prediction to build on current
work already done with using computer vision techniques for this task [6]. Inspired by the recent
success of GANs with several generative tasks, including dealing with satellite imagery, we build
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upon this work by applying generative modelling for poverty prediction based on day time satellite
imagery. In particular we explore several recent developments in GANs, particularly Wassterstein
GANs and using the discriminator to classify datapoints while also training the generator, to develop
a novel solution for this relevant application of poverty prediction.

2 Related Work

There have been numerous previous attempts to use machine learning to predict poverty around
the world. Jean et. al., use convolutional neural networks on higher resolution satellite images of
the terrain [6]. Similarly, Xie et. al. and Perez et. al. exploit the deep nature of the image feature
space, using transfer learning and multiple resolution models to work off low resolution data [10, 18].
However, we believe that these models can be improved by using convolutions in a generative setting
to learn similarities between day and night time images and enhance the predictive power of the
model. There has also been work done with generative models to learn satellite image distributions to
identify forgery [19], which shows promise in generative models learning satellite image distributions.
Specifically, we hope we can leverage recent advancements in generative adversarial networks
(GANs) [3], improvements in training these nets using Wassterstein loss [1, 4], and applications of
these networks towards conditional multiclass problems [9, 14].

3 Problem Definition

Our goal is to devise a model that is able to predict the poverty of a region given overhead satellite
imagery. Formally, the poverty prediction task can be stated as predicting Y , the poverty class, given
the daytime satellite image, Xday. Our ultimate goal is to solely use Xday as an input to predict Ŷ
through modeling latent distributions, like X̂night.

Our dataset consists of 44193 cities from primarily Africa but also including cities in South America,
Asia, and the Caribbean for added geographic diversity for which we have scraped poverty information
(the labels), daytime satellite imagery (model input), and nighttime satellite imagery (model input
for training only). Daytime and nighttime satellite imagery were both retrieved through the Google
Earth Engine API, with daytime images coming from the LANDSAT satellite, and nighttime images
coming from the VIIRS satellite. Each of the satellite images were post-processed down to a 256
by 256 image. Daytime images consist of three channels (RGB), whereas nighttime images consist
of a single grayscale channel (intensity). Poverty information is the wealth index of the region of
interest, and is obtained from UN WorldBank datasets. After normalizations, the wealth index is a
number between -2 and 2, with higher numbers indicating greater wealth. We visualize some training
examples in the dataset, as well as the distribution of poverty regions in the cities we have collected
in Figure 1. In our task, we set Y to be one of three classes: impoverished, middle, and wealthy, as a
multiclass prediction is commonly used in prior works in this area [6, 12].

Figure 1: Visualizations of the poverty dataset distribution, which is bimodal (left), aggregated daytime shots
from the LANDSAT satellite (top middle), corresponding nighttime shots from the VIIRS satellite (bottom
middle), and pooled average wealth by city from UN studies (right) in Africa. The darker the color, the more
wealthy the region.
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4 Approach

4.1 Baselines

Figure 2: Model architectures for each of our baseline models. We build each baseline model off of a common
convolutional backbone, VGG16 (left). In our discriminative baseline (middle) we simply pass the inputted Xday
into this backbone and then use several multilayer perceptrons (MLPs) that feed into a softmax classifier. In
our generative baseline (right), we first pass the input Xday to a paired image translation model with a U-Net
architecture to generate a X̂night. We then pass the day and reconstructed night images into the backbone, flatten
and concatenate the conv features, and use the same MLP architecture as the discriminative model.

Discriminative Baseline: For a baseline, we design a simple neural network architecture modelled
after VGGNet [13]. Specifically, we use pretrained convolutional layers of the 16-layer variant as
our feature backbone and fine tune on our task of poverty prediction by appending an additional
classifier network with randomly initialized weights. This classifier network consists of several fully
connected layers with ReLu activations, followed by an output layer with an output dimension of 3,
and a softmax activation, as in Figure 2. We train this baseline such that given X = Xday, we predict
whether that region is rich, middle-class, or poor, and optimize our models using categorical cross
entropy loss:

L = −
|C|∑
i

y(i) log ŷ(i) (1)

where y is the one-hot encoded ground truth poverty label, and ŷ is the outputted probability from the
softmax layer.

Generative Baseline: We also design a generative baseline, where givenXday, we train a conditional
GAN to perform domain to domain image translation, as previously performed by Isola et. al. [5],
to generate X̂night. The intuition here is that the nighttime satellite imagery potentially captures
useful features that a classifier can incorporate. We train this image translation model using a U-Net
architecture with skip connections (Figure 2, Generative) using the modified GAN loss as in [5] to
reduce blurring in the reconstructions as in Equation 2:

G∗ = argmin
G

max
D
LcGAN(G,D) + λLL1(G)

= argmin
G

max
D
LcGAN(G,D) + λExday,xnight,z[||xnight −G(xday, z)||1]

(2)
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where LcGAN is the same loss as defined in Equation 6. Note that we do not use the most recent
improvement of this model, CycleGAN [20], as we have paired Xday and Xnight examples in our
dataset whereas CycleGAN performs best for unpaired examples.

We then take the input Xday as well as the reconstructed output X̂night from the cGAN, concatenate
them together, and pass through the same classification architecture as the previous baseline (Figure
2, Generative). We train the classifier using cross entropy loss, and train the translation GAN using
conditional GAN loss, as in Equation 6.

Evaluation: We split our dataset into 80% train, 10% validation, and 10% test for evaluation purposes.
We evaluate all methods on the three-class classification task of predicting whether a given city is
wealthy, middle, or poor, where we assign cities as wealthy if their normalized wealth index is greater
than 0.66, and we assign cities as poor if their normalized wealth index is less than −0.66 (Figure 1).
We primarily evaluate using overall accuracy across the entire dataset, but also provide a breakdown
for the continent of Africa, where the majority of the cities lie.

4.2 Generative Models

Conditional Multiclass Gan Three-Step Translation Model

Figure 3: Model architectures for our two, main generative models. For the conditional multiclass GAN (left),
we condition the GAN on the daytime image, and learn a latent embedding, from which we feed into a multiclass
discriminator, which classifies the latent embedding as being fake, or one of the three poverty classes. For the
three-step translational model (right), we also use a conditional GAN, conditioned on the daytime image. The
GAN generates the latent nighttime embeddings, and is then fed into the rest of the original MLP to output the
poverty prediction.

Most of our research effort focuses on developing generative models that allow us to capture some
latent feature representation from the satellite imagery, which we can then use to predict the poverty
of a region. We explore two main types of models, which we describe below.

Conditional Multiclass GAN: Our first approach to predicting poverty consists of a single GAN
network which we can train end-to-end. Instead of directly learning how to translate a daytime image
to nighttime, we instead hope to learn the related subtask of translating a daytime image to the latent
embedding of the nighttime image. We do so because, as shown in [6], the task of poverty prediction
from the nighttime image is feasible, and significantly easier than using daytime imagery. However,
instead of directly generating the nighttime image from the daytime image, as we do in our generative
baseline, it is more beneficial to learn the important, latent features of the nighttime image used to
predict poverty. We suspect that this task might be more tractable and easier for a model to learn as
the dimensionality of the latent embedding would be lower than that of the original nighttime image.

The generator of this GAN is conditioned onXday and generates an embedding of this daytime image,
while the discriminator, which is also conditioned on Xday, classifies this paired daytime image and
embedding as either a fake example, a real and rich example, a real and middle example, or a real
and poor example [11]. That is, given k classes that we would like to classify, our discriminator
outputs k + 1 class labels, where a label of k + 1 indicates a fake input, as in Equation 3. We hope
that instead of forcing the model to perform a day to night translation, it might be more effective at
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capturing whatever latent information in the daytime image that allows for poverty prediction.

L = −Ex,y∼pdata(x,y)[log pmodel(y|x)]− Ex∼G[log pmodel(y = k + 1|x)] (3)

Once we have fully trained our generator, we extract that part of the model to use at test time, and
focus on the discriminator. We retrain the discriminator using the same architecture, except modifying
the output layer to have three classes instead of four (removing the fake class). At test time, we use
both the generator, and the new discriminator, with three output classes. Thus, at test time, we simply
input the daytime image, and as output, we have the poverty class classification, and no nighttime
image is needed.

One area of interest we place emphasis on is our choice of "real" embeddings that we input to our
discriminator. Sine the generator is trying to produce embeddings that are indistinguishable from the
"real" embeddings, the output of our generator is strongly dependent on what these "real" embeddings
are, and thus these "real" embeddings need to be chosen carefully, and need to contain meaningful
information for the task of poverty prediction.

To obtain the "real" embeddings, we tried two distinct approaches. First, we simply used an
autoencoder [2] for a nighttime image, mapping the image to a lower-dimensional, latent space, and
then back to the nighttime image. We used the lower-dimensional, latent space as our embedding for
the corresponding daytime image.

However, we observe that through this methodology, while these embeddings presumably contain
useful information about the nighttime image, they are not necessarily useful for the task of poverty
prediction. Instead, it would be advantageous to use embeddings that are useful specifically for
the task of poverty prediction. To generate such embeddings, we train a network identical to our
discriminative baseline, but instead of inputting in the daytime image, we input the nighttime image
and predict poverty, using a VGG16 backbone, as shown in Figure 2. We then extract the flattened
output of the VGG network, and use those as the "real" embeddings as input to our discriminator.
Thus, we train the generator part of this network to create latent embeddings that can be very useful
to predict poverty from the daytime image, and pass these in our multiclass discriminator, which
predicts the poverty level. In short, this is analogous to semi-supervised learning [8], in that we are
specifying what latent embeddings should be generated from each daytime image. See section 5.3 for
more detailed analysis regarding latent embedddings.

Three-Step Translation Model: From our previous approach, we observe that there may be better
methods and architectures to predicting the poverty class from the latent embeddings, motivating
this approach. This approach uses a three-way translational model, where, similar to our previous
approach we first learn the latent embedding for nighttime images using the same VGG network for
poverty prediction, train a conditional GAN [9] to generate this latent embedding given a daytime
image, and use a MLP classifier to predict the poverty of a region, given the embedding. We also
experiment with using an autoencoder in place of the VGG network to generate the latent embedding,
as in the previous model. Note that when training, the cGAN attempts to reconstruct the latent night
embedding from daytime. At test time, we run the networks as:

ĥae = cGANG(z|Xday),

Ŷ = MLP (ĥae), (4)

where cGANG refers to the generator of the conditional GAN, z is noise sampled from a Gaussian,
ĥae refers to the latent embedding the cGAN generates, and MLP refers to a multilayer perceptron
(Equation 4). While the MLP is trained using the cross entropy loss from Equation 1, we train
the AE using L1 regularized MSE loss to encourage sparsity [7], as per Equation 5, and train the
cGAN using the traditional GAN loss, as per Equation 6. Note that in equation 5, w and h refer to
the width and height of the images, m(i)

j,k refers to the pixel (j, k) in a given X(i)
night, W refers to the

middle layer of weights in the autoencoder, and L of a batch can be found by averaging over all L(i)

examples in that batch.

L(i) =
1

w

1

h

w∑
j=1

h∑
k=1

(m
(i)
j,k − m̂

(i)
j,k)

2
+ λ

|W |∑
a=0

|Wa| (5)

L = Ex∼pdata(x)[logD(x|y)] + Ez∼pz(z)[log(1−D(G(z|y)))] (6)
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5 Experiments

In this section we first present quantitative results, namely accuracy, across each of our proposed
models. We also provide a breakdown of accuracy across region. We then take a deeper look into our
best model, performing an analysis to investigate how it is performing and how it could be improved.
We specifically look into the types of errors our model is making, how these correspond to different
terrain features we annotate, and investigate the different latent dimensions our model generates.

5.1 Model Results

Model Africa Accuracy World Accuracy

Discriminative Baseline .67 .66

Generative Baseline .68 .68

Conditional Multiclass .72 .70

Three Step Translational .74 .73

Table 1: We present validation results for our models, split up by accuracy on Africa as well as overall accuracy
across the entire dataset. Our three step translation model resulted in the highest accuracy of 73% globally, a 7%
increase from the discriminative baseline.

As seen in Table 1, the three step translational model currently produces the best results with a
validation set accuracy of 73% and a test set accuracy of 71.6%. Furthermore, we also provide
results on Africa, both because this is a primary area of interest and because it has the highest
representation in our dataset. We see that overall, in most cases, our models perform slightly better
on African regions. We further notice the marginal improvement in accuracy between the generative
and discriminative baselines, compared to the large improvement between our main generative
models (conditional multiclass, three step translational) and the generative baseline. In order to
investigate why our generative baseline did not significantly outperform the discriminative baseline,
we visualized the reconstructed nighttime images learned in the translation, below in Figure 4.

Figure 4: Reconstructed night time images from day images performed by the generative baseline. We see that
there are key errors that hinder performance such as mistaking snow for lights.

In Figure 4, we see that the generative baseline, while improving over the discriminative baseline, still
mistakes things like snow for lights, thus necessitating the need to learn a better latent representation
instead of strictly having the model learn the night image. In Figure 5, we present a Confusion
Matrix for the Three Step Translational model, in order to perform a more detailed analysis of the
results. We see that there are very few misclassifications of wealthy as poor and vice versa, which are
clearly the most costly errors. We see that the model is currently weakest at classifying moderate
areas, as expected, and that model performance could be improved by adding more data from these
moderate regions. However, overall the model’s accuracy is supported, as there are very few extreme
misclassifications.

5.2 Error Analysis

To better understand how our model works and where it errs, we conduct comprehensive error
analysis. First, we delve into our data, and try to understand any inherent differences among the three
poverty classes. For each poverty class, we randomly sampled 200 daytime satellite images, and hand
label important terrain in each image. The distribution among the three classes is illustrated in the
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Figure 5: Confusion Matrix for the Three Step Translational Model on the validation set. We see that most
errors are in classifying consecutive labels. There are very few large mistakes of wealthy as poor or vice versa,
further underscoring our model performance

Figure 6: Bar graphs showing percentage of images containing specified terrain. Top graph shows distribution
among the three different poverty classes. Bottom left graph shows content of satellite images of poor regions
that our model labeled as rich. Bottom right graph shows content of satellite images of rich regions that our
model labeled as poor.
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top half of Figure 6. We see a few set of important patterns. For instance, we see that oceans and
mountains are more prevalent in satellite images of regions with low poverty. That is, the presence of
both ocean and mountains in satellite imagery is negatively correlated with the presence of poverty.
This makes intuitive sense, as many major cities are built where there are more natural resources,
which are often near oceans and mountains. Furthermore, interestingly, we see that the presence of
river is positively correlated with poverty. The presence of forest and desert do not seem to hold
any relevant information with regards to poverty. We also see that snow is exclusively present in a
subset of the satellite images of rich regions. However, this is probably due to noise in sampling, and
probably is not very meaningful.

We also analyzed the errors our model made. We sampled 100 satellite images of poor regions
labelled as rich, and 100 satellite images of rich regions labelled as poor, and conducted the same
analysis. The results are shown in the bottom half of Figure 6. We see that these results are consistent
with graph on the top. For instance, we see that of the satellite images of poor regions that our
model labelled as rich, over 25% contain ocean and nearly 30% contain mountain. This is consistent
because, as the top graph shows, oceans and mountains are indicative of richer regions. Thus, we can
see that our model is learning to recognize oceans and mountains, and conflates their presence with
areas of low poverty. Furthermore, for satellite images of rich regions that our model labelled as poor,
we notice that about 30% contain rivers, which is also consistent with the top graph, because the
presence of rivers is positively correlated with poverty. Thus, our model is also learning to recognize
rivers, and conflates their presence with poverty.

5.3 Visualizing the Latent Embeddings

In order to better understand the inner workings of our final model, we investigate the latent nighttime
embeddings that our generative model creates from daytime images to predict poverty. Specifically
we visualize these embeddings in two-dimensional space, using t-SNE to reduce the dimensionality
while preserving distances between natural clusters in the high-dimensional embeddings [17, 16].
We explore how these embeddings change with respect to three main factors: 1) the choice of
the nighttime latent encoder that serves as the source of real examples that we generate, 2) the
hyperparameter of latent embedding dimensionality, and 3) the type of problem we train our end-to-
end model on. Note however that these results are caveated by the fact that t-SNE has a non-convex
optimization function, and so there is variance between different trials of t-SNE. We attempt to
overcome this variance by repeatedly running t-SNE for each setting of hyperparameter to identify
reoccuring trends.

5.3.1 Choice of Encoder

When training our generative models to translate a daytime image to a latent nighttime embedding,
we use supervised learning and provide real examples of a latent nighttime embedding for the Xnight
that corresponds to the Xday. To generate these real latents, we have several options for the encoding
architecture. Here we explore two of those options: an autoencoder, and a VGG feature extractor.

Autoencoder: With the autoencoder we construct a convolutional encoder network followed by
a convolutional decoder network, similar to [15], where the latents generated by the encoder can
be used to reconstruct the decoder. Our hope with latents generated from an autoencoder is that
learning the translation from Xday to latents is easier than the translation from Xday to Xnight as
the dimensionality of the latents is far lower. Ultimately though, using latents generated from an
autoencoder means that we are still learning an intuitive mapping from daytime to nighttime.

VGG feature extractor: Alternatively with the VGG feature extractor, we learn the mapping from a
daytime image to the VGG features for the corresponding nighttime image. Similar to the autoencoder,
the dimensionality is lower and so we hope that the translation task is easier. The VGG feature
extractor also provides an additional benefit of being able to directly fine tune it in a classification
setting on poverty prediction, and then use these fine tuned features to bootstrap our learning process.

As shown above in Figure 7, we visualize the latents in a two-dimensional space where each point
represents a city and the color of the point represents its poverty class (blue is poor, green is middle,
and red is wealthy). We note that although both model architectures are able to create some separation
between cities of different classes, with the VGG feature extractor, since we are fine-tuning the latent
embeddings on the task of poverty prediction, we are able to better see tighter and cleaner clusters.
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Autoencoder VGG Feature Extractor
Figure 7: Visualized latent embeddings in two dimensions, using t-SNE, where each point is a unique city and
the color corresponds to wealth class (blue is poor, green is middle, red is wealthy). We see that the VGG feature
extractor has tighter clusters with less variance, due to those latent representations being fine-tuned on the end
goal of poverty prediction.

This matches with our quantitative results, as well as our intuition: by tuning the latent representations
we learn from translating the daytime image, directly to our end goal of predicting poverty, we are
able to achieve better results.

5.3.2 Dimensionality of Embeddings

We also explore how the dimensionality of the embeddings chosen modifies the performance of our
model. Specifically, although we received the best validation accuracy with a hyperparameter setting
of 1024, we were interested in seeing how the visualized embeddings varied with respect to their
dimensionality. We plot various versions of our model, trained with embeddings of dimensionality
64, 256, 1024, 4096, and 8192, below in Figure 8.

Dim: 1024 Dim: 64, 256, 4096, 8192
(top left, top right, bottom left, bottom right)

Figure 8: Visualization of latent embeddings as we vary the dimensionality of the embeddings. Note that the
clusters are best defined with a dimensionality of 1024, with larger dimensions such as 4096 and 8192 resulting
in ill-defined clusters for the middle class (green). The same issue occurs with a smaller dimensionality of 256,
where the green (middle class) cluster is ill-defined, but the issue is somewhat mitigated with 64.

As shown in the figure, the model that uses latent embeddings with a dimensionality of 1024 does
indeed form tighter clusters with less variance compared to other settings of the dimensionality,
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confirming our quantitative results. Moreover we notice a few interesting trends. First, we note that
the green cluster (middle class) is particularly poorly defined when the dimensionality is set to 4096
or 8192, indicating that the higher the dimensionality of the latent embeddings, the harder it is for
our conditional GAN architecture to learn the translation. We also note that with a dimensionality of
256, the model is unable to properly form three unique clusters, as perhaps the low dimensionality
is unable to capture the full complexity of the nighttime information. However interestingly, this
hypothesis is contradicted by the visualization with dimensionality of 64, where the middle green
cluster is well-defined. This perhaps suggests that there is a tradeoff when using a low dimensionality:
although there is not as much information is captured from the nighttime images, it is easier for the
model to reconstruct and learn off of low-dimensional embeddings.

5.3.3 Classification Setting

Finally, we explore how training our model with different objectives changes the latent nighttime
embeddings it generates. Specifically, we train our model on a two-class classification setting
(minimizing binary cross entropy), a three-class classification setting (minimizing multiclass cross
entropy), and a regression setting (minimizing mean squared error) and plot the latent embeddings,
as shown below (Figure 9).

Two Class (CE) Three Class (CE) Regression (MSE)

Figure 9: We visualize how the latents change when we train our model using a different objective. Specifically,
we vary training using cross entropy loss (CE) in a binary setting versus a multi-class setting, as well as training
in a regression setting using mean squared error loss (MSE).

First we notice that in the two class setting, the model is easily able to distinguish between the two
classes of rich (red) and poor (blue), and it looks like we could even form a simple classifier that
separated the classes based off the vertical line x = 0. In the three class setting, when still using cross
entropy loss, we see that the model is still able to form clusters, though the decision boundary is not
as simple as it was previously in the two class setting. Finally, when training the model in a regression
setting, optimizing for the lowest mean squared error (MSE), we see that although there is no singular
clean decision boundary, the model generally learns the gradient of poverty from wealthy (yellow) to
middle (blue/green) to poor (purple). This suggests that regardless of the particular classification or
regression task, and regardless of the specific optimization function, our model is able to generally
learn how to generate meaningful latent embeddings of nighttime scenes from daytime imagery and
how to map these embeddings to poverty prediction.

6 Conclusions

To summarize, we find success in using generative approaches to classify regional poverty across
the world. In particular, our three step translational model, which aims to translate day time imagery
into meaningful latent representations in order to learn poverty features, achieves 73% accuracy
on the validation set and just under 72% accuracy on the test set. Furthermore, our detailed error
analysis suggests that our model is fairly robust as it does not produce extreme missclassifications
often. Further analysis also shows that our model tries to learn meaningful representations of terrain
and classifies based on this, and t-SNE visualizations show that our model learns separable latent
representations. Through our error analysis we were also able to better optimize the hyperparameter
choices of our model. Ultimately, we notice that our generative approach provides for a meaningful
increase in accuracy over a purely discriminative approach in the task of poverty prediction.
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Code and Video

A quick three minute video briefly describing our project, and the code for our models and error
analysis, can be found at the following links:

1. Video: https://www.youtube.com/watch?v=D95G9O5hZNw

2. Code: https://drive.google.com/file/d/1fqGHZckYpEEtIjInUkwbxIgCEK5SMxa3/view
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